
47-831: Advanced Integer Programming Lecturer: Amitabh Basu
Lecture 2 Date: 03/18/2010

We saw in the previous lecture that a lattice Λ can have many bases. In fact, if Λ is a lattice of a subspace
L with dim(L) ≥ 2, then we have infinitely many bases for Λ (if dim(L) = 1, then there will be a unique
basis - why ?). However, some of these bases will be “better” than other bases. Of course, this depends on
the definition of “better” and this would in turn depend on the question we are trying to answer involving
lattices. We will motivate our study of good bases with the following problem.

Definition 1 (The Shortest Vector Problem) Given a lattice Λ of a linear subspace L find the shortest
non-zero lattice vector in Λ, i.e. find p ∈ Λ \ {0} such that ‖p‖ ≤ ‖w‖ for all w ∈ Λ \ {0}. (We assume
that a basis of the lattice is given to us as input).

You showed in your homework that if the basis for Λ is an orthogonal basis, then the shortest basis vector
is actually the shortest lattice vector. So if we can find an orthogonal basis for our lattice, the shortest vector
problem becomes trivial. However, not every lattice has an orthogonal basis, e.g. the lattice of R2 generated
by (1, 0), (1

2 , 1) cannot have an orthogonal basis (Can you see why ?). In such situations, one tries to find
a basis for Λ which is “as orthogonal as one can get”. This technique is known as basis reduction. Then
one hopes that shortest basis vector can give some indication of how to find the shortest lattice vector. In
general, if we allow the dimension to be part of the input, the shortest lattice vector problem is suspected to
be NP-hard. However, in fixed dimensions (the dimension is not part of the input), basis reduction can help
to solve the Shortest Vector Problem in polynomial time. For more on this, read the survey by Eisenbrand
handed out in class.

To precisely define “orthogonality” of a basis, one uses the following concept.

Definition 2 Given a basis B for a lattice Λ ofRn (the columns of B are the basis vectors), the orthogonality
defect γ of B is defined as

γ =
∏n

i=1 ‖bi‖
|det(B)| =

∏n
i=1 ‖bi‖
|det(Λ)|

It can be shown that γ ≥ 1. We will prove this below in our discussion.
The technique of basis reduction uses the tool of Gram-Schmidt Orthogonalization (GSO). Given the ba-

sis {b1, . . . , bn}, the GSO process produces a set of orthogonal vectors {b∗1, . . . , b∗n} such that span(b1, . . . , bk) =
span(b∗1, . . . , b

∗
k) for all k = 1, . . . , n. This is done iteratively as described below. We will denote

Lk = span(b1, . . . , bk) = span(b∗1, . . . , b
∗
k) and projL(v) to be the projection of a vector v onto a sub-

space L.
Gram-Schmidt Orthogonalization (GSO) :

1. Set b∗1 := b1.

2. For each k = 2, . . . , n, set b∗k := bk − projLk
(bk).

Note that once we obtain the orthogonal vectors {b∗1, . . . , b∗n} (check that these are indeed orthogonal),
one can express each of the original vectors bi in terms of these orthogonal vectors : bk =

∑k−1
j=1 µjb

∗
j + b∗k,

where µj’s are some real numbers (Check this !). In fact, this says that one has the following matrix identity
:
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B = B∗R (1)

where B has bi’s as the columns, B∗ has the b∗i ’s as the columns and R is an upper triangular matrix with
1’s on the diagonal. Note moreover, that ‖bk‖2 =

∑k−1
j=1 µ2

j‖b∗j‖2 + ‖b∗k‖2 since all the b∗j ’s are orthogonal.
Therefore, ‖bk‖2 ≥ ‖b∗k‖2 and so ‖bk‖ ≥ ‖b∗k‖ for all k ∈ {1, . . . , n}. Moreover, from (1), we get that
det(B) = det(B∗)det(R). Since det(R) = 1, we have that det(B) = det(B∗). You prove in one of your
homework exercises that det(B∗) =

∏n
i=1 ‖b∗i ‖ (since B∗ is an orthogonal matrix). Since ‖bi‖ ≥ ‖b∗i ‖ for

all i ∈ {1, . . . , n} we get

det(B) = det(B∗) =
n∏

i=1

‖b∗i ‖ ≤
n∏

i=1

‖bi‖ (2)

This inequality immediately shows that the orthogonality defect of B is at least 1. The inequality
det(B) ≤ ∏n

i=1 ‖bi‖ is also known as the Hadamard inequality and is often very useful for proving in-
equalities involving matrices and vector norms. Note that the GSO procedure or the proof of (2) never used
the fact that the matrix was the basis of some lattice. Hence, the inequality holds for any square matrix
B (actually we only showed it for invertible matrices - for non invertible matrices det(B) = 0 and the
inequality is trivial).

1 LLL Algorithm for basis reduction

We now show how to use the GSO procedure to obtain an “almost orthogonal” basis. This algorithm was
developed by A.K. Lenstra, H.W. Lenstra and L. Lovasz. Even though our motivation for basis reduction is
the shortest vector problem, this technique is immensely useful in diverse areas such as integer programming,
combinatorial algorithms and cryptography. In fact, in this lecture, we will see how to use basis reduction
to get algorithms for integer programming which have polynomial running time, if we have a fixed number
of dimensions. We try to provide some of the intuition behind the algorithm.

1.1 Nomralization

Consider the basis b1 = (1, 1), b2 = (2, 3) for Z2. This looks like a pair of vectors which is far from being
orthogonal. In fact, the orthogonality defect is 5.099. However, if we consider the basis b1 = (1, 1), b2 −
2b1 = (0, 1), we immediately reduce the orthogonality defect down to 1.414. Notice that this corresponds
to doing an elementary column operation (as defined in the homework for the Hermite Normal Form) on
the basis matrix. Performing another appropriate elementary column operation we can obtain the basis
(1, 0), (0, 1) getting an orthogonal basis with defect equal to 1. The basic idea behind this is to perform
elementary column operations so that we get small projections when projecting a basis vector onto the
subspace spanned by the other vectors. In the case of orthogonal bases, these projections are 0, and our goal
is to get as close to 0 as possible. We make a useful observation at this juncture : any set of elementary
column operations on the basis matrix B corresponds to multiplying by a matrix C on the right. That is, if
we obtain B′ as the new basis after performing elementary column operations on B, then we can express
B′ = BC. Therefore, using (1) we have that B′ = BC = B∗RC. So this corresponds to performing the
column operations encoded in C on the matrix R. One further notices that this operation goes the other way
too - any column operation performed on R can be replicated on the matrix B.
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The idea behind getting small projections is simply the following - perform elementary column oper-
ations on R such that R remains an upper triangular matrix with 1’s on the diagonal, with the further
property that all the off-diagonal terms rij have absolute value at most 1

2 .
You should check that this can indeed by done by elementary column operations of the type outlined

in HW1. Then as observed above, one can perform the same set of operations on B to obtain the relation
B′ = B∗R′ where B′ is a basis of the same lattice as that generated by B (since we performed elementary
column operations) and R′ is an upper triangular matrix with 1’s on the diagonal, with the further property
that all the off-diagonal terms r′ij have absolute value at most 1

2 .
This step will be called normalization. Notice that the normalization procedure does not change the

orthogonal vectors in B∗, i.e. B∗ is still the GSO vectors for B′.

1.2 Swapping

One might feel that after normalization, one should have a fairly orthogonal basis. However, the problem
is that the normalization step inherently depends on the ordering of the columns of the matrix. Consider
the same example of the basis as above, except with the order switched b1 = (2, 3), b2 = (1, 1). The
corresponding GSO representation is :

[
2 1
3 1

]
=

[
2 0.2308
3 −0.1538

] [
1 0.3846
0 1

]

The off-diagonal elements in R are already “normalized”, i.e. have absolute value less than 0.5. But
this is the same basis that we had above, where we COULD normalize further. This shows that the order of
the columns in the basis are also extremely important when considering the orthogonality, because in this
particular order the Gram-Schmidt vectors are, in a sense, “too small” in comparison to each other. This
issue is resolved by a swap of two columns in B. This, in turn, will lead to a change in the GSO vectors
associated with the new matrix, and the hope is that the new GSO vectors are somehow “more comparable”
than before. Of course one needs to normalize again, since the whole GSO representation changed.

1.3 The LLL Algorithm

The LLL basis reduction algorithm repeatedly implements the above two steps of normalization and swap-
ping until some stopping condition is reached - the stopping condition is dictated by the intuition of the GSO
vectors being “comparable” in length. It turns out that these two steps are exactly what one needs to do to
obtain a basis with small orthogonality defect.

Definition 3 (LLL Algorithm) Input : A basis B of some lattice of Rn.

1. Construct the GSO representation of B = B∗R.

2. Normalize B.

3. If there exists i ∈ {2, . . . , n} such that ‖b∗i ‖2 ≤ 1
2‖b∗i−1‖2, swap bi and bi−1 and go back to step 1.

Else, STOP.

Theorem 4 Consider any rational vectors {b1, . . . , bn} generating the lattice Λ of Rn. as input to the LLL
algorithm, the algorithm terminates in a finite number of steps and outputs a set of basis vectors for Λ with
orthogonality defect at most 2n(n−1)/4.
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Proof: We first make a couple of important observations about the algorithm. When we do a swap of bi

and bi−1, the GSO representation changes, but not by much. In fact, the only vectors that change in the
GSO representation are b∗i and b∗i−1. More formally, if we had B = B∗R and B̃ was obtained by swapping
columns bi and bi−1 in B, then B̃ = B̃∗R̃ where b̃∗k is different from b∗k only for k = i − 1, i. One further
observes that bi =

∑i−2
j=1 µjb

∗
j + µi−1b

∗
i−1 + b∗i and b̃i−1 = bi and so

b̃∗i−1 = µi−1b
∗
i−1 + b∗i . (3)

We first show that if the LLL algorithm terminates, we have an orthogonality defect of atmost 2n(n−1)/4.
Since the algorithm has stopped, for each i ∈ {2, . . . , n} we have ‖b∗i ‖2 > 1

2‖b∗i−1‖2. This implies that for
j < k, ‖b∗j‖2 < 2k−j‖b∗k‖2. This shows the following

‖bk‖2 =
∑k−1

j=1 µ2
j‖b∗j‖2 + ‖b∗k‖2

≤ ∑k−1
j=1

1
4‖b∗j‖2 + ‖b∗k‖2

≤ 1
4(

∑k−1
j=1 2k−j‖b∗k‖2) + ‖b∗k‖2

≤ (1
4

∑k−1
j=1 2k−j + 1)‖b∗k‖2

≤ 2k−1‖b∗k‖2

This shows that
∏n

k=1 ‖bk‖ ≤ 2n(n−1)/4
∏n

k=1 ‖b∗k‖. Using the equalities from(2), this implies that∏n
k=1 ‖bk‖ ≤ 2n(n−1)/4det(B) showing that the orthogonality defect is at most 2n(n−1)/4.

We now show that the LLL algorithm terminates. The intuition behind this is that the LLL does not
terminate only if it continues to make swaps. However, the GSO orthogonal vectors keep getting “shorter”
every time we make a swap and the point is that since the original vectors are basis vectors, the GSO vectors
cannot become arbitrarily short. So the process has to stop at some point. This intuition is formalized by
considering the following potential function for any intermediate basis B.

Φ(B) = ‖b∗1‖2n‖b∗2‖2(n−1)‖b∗3‖2(n−2) . . . ‖b∗n‖2

As we observed above, when we make a swap between bi−1 and bi, the new b̃∗i−1 = µi−1b
∗
i−1 + b∗i ,

implying that ‖b̃∗i−1‖2 = µ2
i−1‖b∗i−1‖2 + ‖b∗i ‖2. Moreover, we made the swap in the algorithm because

‖b∗i ‖2 ≤ 1
2‖b∗i−1‖2. Therefore, using the fact that µ2

i−1 ≤ 1
4 we get that ‖b̃∗i−1‖2 ≤ 3

4‖b∗i−1‖2. One further
observes that a swap does not change det(B) = det(B∗) =

∏n
i=1 ‖b∗i ‖. Therefore, if ‖b∗i−1‖2 is decreases

by some factor α ≤ 3
4 , then ‖b∗i ‖2 has to increase by the same factor of α, since all the other GSO vectors

remain unchanged. Since the potential function Φ(B) has one more term for ‖b∗i−1‖2 as compared to ‖b∗i ‖2,
every swap leads to a decrease by a factor of at least 3

4 . This is the formalization behind the intuition that
the GSO vectors keep getting “smaller”.

The final observation we need to make is the following identity, Let Bi be the first i columns of B
(respectively define B∗

i ), and let Ri be the top i × i sub-matrix of R. Then we have Bi = B∗
i Ri. So we

have,

det(BT
i Bi) = det((B∗

i Ri)T (B∗
i Ri))

= det(RT
i B∗

i
T B∗

i Ri)
= det(RT

i )det(B∗
i
T B∗

i )det(Ri)
= det(B∗

i
T B∗

i )

Further, Φ(B) =
∏n

i=1 det(B∗
i
T B∗

i ) =
∏n

i=1 det(BT
i Bi). We can assume that all the vectors in B are

integral vectors since they are rational (why ?) and so Φ(B) =
∏n

i=1 det(BT
i Bi) is always a natural number
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greater than 0 and hence greater than equal to 1. This shows that we cannot have infinitely many swaps
since the potential decreases by a factor of at least 3

4 for every swap. Therefore, the LLL algorithm has to
stop at some point, because the only way it can continue indefinitely is by making indefinite swaps. This is
the formalization of the intuition that the GSO vectors cannot keep getting smaller indefinitely because they
correspond to the basis of a lattice.

2

Exercise 1 Make an estimate of the number of iteration steps for the LLL algorithm. Use the homework
exercise which shows that det(B) ≤ (

√
nM)n for any square matrix B. What else do we need to ensure to

prove that the LLL algorithm runs in polynomial time (even if the dimension is considered part of the input)
?

2 Integer Programming in Fixed Dimensions

We now show how the LLL algorithm can be used to do integer programming in polynomial time, if we do
not consider the dimension as part of the input. Given a point a ∈ Rn and a radius r ∈ R, the n-dimensional
sphere with center a and radius r will be denoted by S(a, r).

Definition 5 A polytope P ⊆ Rn is defined to be round if there exists a point a inRn and r1, r2 ∈ R such
that S(a, r1) ⊆ P ⊆ S(a, r2) with r2/r1 ≤ n.

For any point p = (p1, . . . , p2) ∈ Rn, we define the rounding of p by [p] = ([p1], . . . , [p2]) where [r]
denotes the nearest integer to r for any real number r.

Proposition 6 There exists a polynomial time algorithm to decide if a round polytope P has a feasible
integer point in it or not.

Proof: We claim that the following algorithm does the job.

Definition 7 (Round Polytope Algorithm) Input : Round polytope P , with center a and radii r1, r2.

1. Round a to obtain [a].

2. If [a] ∈ P , then output [a]. Else enumerate all integer points in the bounding box
∏n

i=1[pi−n
√

n
2 , pi+

n
√

n
2 ], where the product is the Cartesian product of the intervals. Now test each of these enumerated

points for feasibility with P .

The idea behind the algorithm is that if the smaller sphere S(a, r1) is “large enough”, then it contains an
integer point inside it and hence P would contain an integer point inside it. Otherwise, if S(a, r1) is “small”,
then this would imply that the outer sphere S(a, r2) is also “small” because it is just a factor n scaling of the
inner sphere. In this case one can just enumerate all the points in the outer sphere and check if they belong
to P .

Case 1: Suppose r1 ≥
√

n
2 . Observe that by the definition of [a], one has that ‖a − [a]‖ ≤

√
n

2 ≤ r1.
Therefore, [a] belongs to S(a, r1) which implies that we will report feasibility in our algorithm.
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Case 2: Suppose r1 <
√

n
2 . This implies that r2 < n

√
n

2 . But then S(a, r2) is contained in the bounding

box
∏n

i=1[pi − n
√

n
2 , pi + n

√
n

2 ]. Therefore P is also contained in this bounding box and Step 2 in the
algorithm will take care of this case.

2

We now use these ideas to find feasible integer points in general polytopes. We will use the following
theorem due to K. Lowner and F. John (see Schrijver [1], Theorem 15.6).

Theorem 8 [Approximating convex polytopes with ellipsoids] Consider any convex polytope K ⊆ Rn.
Then there exists a linear transformation τ acting on Rn, a point a ∈ Rn and two real numbers r1, r2

satisfying r2 ≤ nr1 such that S(a, r1) ⊆ τ(K) ⊆ S(a, r2). Moreover, the transformation and the spheres
can be found in polynomial time.

We will not prove the above theorem in these lectures.
We will need a result analogous to the observation that [a] is close in distance to a, in other words, given

any point a ∈ Rn there is always an integer point at distance at most
√

n
2 from a. You prove the following

lemma in your homework.

Lemma 9 Consider a lattice Λ of Rn generated by a basis {b1, . . . , bn} and any point a ∈ Rn. Then there
exists a z ∈ Λ such that ‖z − a‖2 ≤ 1

4

∑n
i=1 ‖bi‖2, which can be found in O(n) time.

We first use Theorem 8 to transform any polytope into a round polytope. The problem is that the integer
points in Rn get mapped to some arbitrary lattice and so we cant use the same enumeration idea. This is
where basis reduction (for the transformed lattice) will help !

Definition 10 (Feasibility algorithm for general polytopes) Input : Polytope K.

1. Use Theorem 8 to find the appropriate linear transformation tau (represented by some matrix A), the
center a and radii r1, r2 for the polytope K. Let P = τ(K).

2. Construct a reduced basis B = {b1, . . . bn} for the lattice generated by the columns of A.

3. Find z as in Lemma 9 with respect to the point a and the reduced basis B.

4. Check if z belongs to P . If yes, then output τ−1z as the feasible integer point for K. Else, order
the reduced basis {b1, . . . , bn} such that ‖b1‖ ≤ ‖b2‖ ≤ . . . ≤ ‖bn‖. Now consider the lattice
subspace L spanned by {b1, . . . bn−1}. Let L be given by the equation cx = 0, where we assume all
components of the vector c are relatively prime. Consider the affine hyperplanes cx = dcp−r2e, cx =
dcp− r2e+ 1, . . . , cx = bcp + r2c. Recursively solve the problem for each of the lower dimensional
polytopes formed by intersecting P with these affine hyperplanes.

Theorem 11 Given a polytope K ⊆ Rn the above algorithm decides if there exists a feasible integer point
in K or not. Moreover, the algorithm runs in polynomial time, assuming the number of dimensions is not
considered part of the input.

Proof: The idea is again the same as for round polytopes. The difference is that when the inner sphere is
“small”, we cannot do a one shot enumeration anymore because we do not have a well-behaved lattice. In-
stead we pick the largest basis vector {bn} in a reduced basis and partition the lattice into affine hyperplanes
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parallel to each other which are “separated” by this vector bn. Since the outer sphere is also “small”, we are
guaranteed that it is intersected by a small number of these affine hyperplanes, and so we recursively search
in these lower dimensional hyperplanes.

We again have two cases :
Case 1: Suppose r1 ≥

√
n

2 ‖bn‖. Consider the point z found in Lemma 9 satisfying ‖z − a‖2 ≤
1
4

∑n
i=1 ‖bi‖2 ≤ 1

4n‖bn‖2 ≤ r2
1. Therefore, ‖z − a‖ ≤ r1. This would imply that the algorithm would

report success in Step 3.
Case 2: Suppose r1 <

√
n

2 ‖bn‖ and therefore r2 < n
√

n
2 ‖bn‖. If Step 3 did not report feasibility, then we

look at the hyperplanes parallel to the lattice subspace spanned by L = {b1, . . . , bn−1} that contain lattice
points. Note that these partition the entire lattice. Moreover, these hyperplanes are separated by a distance
h which depends on bn. In fact, one observes that h is the norm of the vector b∗n in a GSO representation
of the reordered basis B from Step 4 (Note that this GSO representation could be different from the GSO
representation obtained at the last iteration of the LLL algorithm because the order of the vectors was crucial
in the LLL algorithm). But we can still use the orthogonality defect to bound h :

∏n
i=1 ‖bi‖
det(B) ≤ 2n(n−1)/4

⇒
∏n

i=1 ‖bi‖
det(B∗) ≤ 2n(n−1)/4

⇒ ∏n
i=1

‖bi‖
‖b∗i ‖ ≤ 2n(n−1)/4

Since each of the terms in the product on the left hand side are greater than or equal to 1, each term has
to be less than or equal to 2n(n−1)/4. Therefore, ‖bn‖ ≤ 2n(n−1)/4‖b∗n‖.

The number of affine hyperplanes parallel to L that contain integer points and intersect S(a, r2) is
simply 2r2/h = 2r2/‖b∗n‖. Using the bound on r2 and the above bound on ‖bn‖, we get that 2r2/h ≤
2n(n−1)/4n

√
n

2 . This number is a constant if we do not consider n to be a part of the input. Thus we only
recurse on a constant number of lower dimensional polytopes and so our algorithm runs in polynomial time.
2

Remark 12 Note that we only showed that the feasibility version of integer programming has a polynomial
time algorithm. However, using a binary search technique to “guess” the objective value, one can reduce
the optimization version of IP to the feasibility version. The crucial result needed for this is Theorem I5.4.1
from Nemhauser and Wolsey’s textbook [2]. This enables us to bound the coordinates of any feasible integer
solution and therefore bound the objective value of any IP.
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